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Foreword from the Chief Market Analyst

Tomasz Hanke

Chief Market Analyst, Future Processing

Most reports about AI open by telling you that AI
matters. This one opens by pointing out that
almost everyone already agrees, and that the
agreement is where the trouble starts.

The market has reached near-total consensus
that it is “doing AI”: 88% of firms say
so. Measured adoption is far lower. Eurostat
puts real European adoption at 20%, the US
Federal Reserve at around 18%, and only 6% of
organisations draw more than 5% of their EBIT
from it. The distance between the claim and the
result is wide enough to mislead any board that
reads the headline as readiness.

What the evidence does not support is the easy
explanation, that the technology is not ready, or
that the firms left behind lack money. The
models work, and they keep getting cheaper. The
companies that capture value and the
companies that stall are separated by something
more mundane and more within their control:
the order in which they decide. The 6% work out
where AI belongs, and whether they are ready
to carry it, before they commit the build
budget. The rest commit first and meet the gap
in production.

What follows is a map. It marks the point where
one decision, taken early, changes the outcome,
and the places where acting now still puts a firm
in front of its market. That window is narrowing;
on current trajectories it holds for months.
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Introduction: why this report matters now
For more than 20 years we have delivered software for businesses across the UK, Western
Europe and Scandinavia. In that time we have watched several waves of technology arrive. Each
one split the market into firms that drew real value from it and firms that mostly took part in the
noise around it.

AI is no exception. What differs is the scale of pressure boards now place on results, and the
speed at which regulators set expectations. The mechanics of success are unchanged. The firms
that win do not try to do everything at once. They know precisely where to apply AI, they check
whether the conditions for it are in place, and only then do they build.

This report is about what separates that group from the rest. It is not another warning. The
failure-rate data appears here as a map rather than a verdict, because it shows exactly where a
diagnostic decision, taken before the budget is approved, changes the trajectory of a project.

We write from a practical vantage point. For more than two decades we have helped companies
move from technology decisions to working production systems. Most of our clients stay with us
for years, because we care about the result and not the invoice.

How to read this report. The executive summary (section 1) carries every key conclusion and
recommendation: the full picture in five minutes. Sections 2 to 5 set out the diagnosis, which is
why most AI investment stalls and where the breaking points sit. Sections 6 to 9 turn to action:
what to do, in what order, and how to decide. Read it in sequence, or start with the summary
and return to the sections that apply to you.

This report draws on more than 50 Tier 1 and Tier 2 sources, among them McKinsey, Gartner,
IBM IBV, RAND, BCG, Eurostat and S&P Global. Where the source materials hold no figure, we
say so rather than estimate.
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Michał Sztanga

CEO, Future Processing

Every CEO has seen how quickly an AI discussion can
turn into a discussion about tools. The real executive
question is different: which business decision are we
trying to improve, what would make the investment pay
back, and what has to be true inside the organisation
for that to happen? The companies that win with
AI bring this discipline to the table early, before
enthusiasm, momentum and budget turn an idea into
a project.
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1. Executive summary
Most European mid-market firms that invest in AI never get past the pilot stage. The reason is
not that AI fails to work. It is that they invest before they know where to apply it, and before they
have checked whether they are ready.

Only 6% of organisations draw more than 5% of EBIT directly from AI (McKinsey State of AI
2025). The other 94% invest without measurable EBIT to show for it. The difference between the
two groups is a matter of decision order, not technology.

The prize is specific. Among large carriers, analytics leaders run a combined ratio 6 points below
the market (WTW), return 6.1 times more to shareholders (McKinsey Insurance Analytics), and
report up to a 21% reduction in operating costs from AI (EXL). The cost of getting it wrong is
equally specific. S&P Global Market Intelligence puts the average cost of an abandoned AI
project at $7.2 million (2025), and Gartner expects 60% of AI projects to be abandoned through
2026 for want of AI-ready data.

Three cycles keep firms stuck:

The headline numbers do not describe the UK or DACH. In the UK, 71% of firms have not
identified a concrete AI use case (DSIT, May 2025). In DACH, 94% of Mittelstand firms have not
moved beyond experiments, and AI spend as a share of revenue has fallen rather than risen.
Both markets are far earlier in the cycle than global statistics suggest.

We recommend one of two diagnostic paths:

Both paths lead to one artefact: an AI Readiness Score, two independent GO/NO-GO gates and a
prioritised roadmap, delivered in 4 to 8 weeks for a fixed price of €15–25K, before the build
budget is approved.

Strategic cycle: board pressure produces a mandate without a use case, which is delivered
without validation.

▪

Operational cycle: legacy infrastructure, data and talent block one another in a triple lock.▪
Regulatory cycle: governance by design costs less than remediation after an incident, but it
depends on a decision taken before the build.

▪

Track A (around 70% of the mid-market): a board mandate but no validated project. Begin
with AI Opportunity Mapping and a GO/NO-GO gate on the business case.

▪

Track B (around 30% of the mid-market): a pilot or candidate list but no readiness
assessment. Begin with an AI Readiness Assessment scored across four domains.

▪
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Finding Figure Source

High performers drawing more than 5% of
EBIT from AI

6% McKinsey State of
AI 2025

Average cost of an abandoned AI project $7.2 million S&P Global Market
Intelligence 2025

UK firms without an identified AI use case 71% DSIT, May 2025

Mittelstand firms not past the
experiment stage

94% Mittelstand AI
study, 2025

Protected diagnostic versus average
sunk cost

€15–25K vs $7.2m S&P Global 2025

Paweł Pustelnik

COO, Future Processing

The conversation we have most often is not about
whether AI works. It is about what happens to the team
that was promised it would. Twelve months in, the pilot
is on a shelf, two senior people have left, and the CIO is
being asked when the next AI project starts. That is the
cost no business case captures.
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2. Ambition versus execution: 96% invest, 6% return
AI does not lack investment. It lacks the right order.

McKinsey State of AI 2025 documents that more than 80% of organisations report no
measurable effect of generative AI on EBIT. MIT Project NANDA, drawing on 150 leadership
interviews, 350 surveys and 300 production deployments (August 2025), estimates that 95% of
generative AI pilots have no measurable impact on the profit and loss account. RAND
Corporation documents an 80.3% failure rate for enterprise AI projects, with the underlying
breakdown — 33.8% abandoned before production, 28.4% completed without value and 18.1%
delivering value below cost — reported via secondary analysis of the RAND dataset.

These numbers look like a barrier. In practice they describe a repeating pattern of decisions that
can be interrupted, and that the best firms have interrupted.
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Figure 1. The cascade from AI declaration to real business value, from the 96% who declare
investment to the 6% of high performers achieving more than 5% of EBIT from AI. Each threshold is
marked with its transition barrier and its source.

Surveys report that 88% of firms claim to be ‘using AI’ (McKinsey) — a self-reported figure that
counts any use in at least one function, not production deployment. Eurostat measures actual
adoption in Europe at 20%. The Federal Reserve and Census Bureau put real adoption in the
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United States at around 18% of firms. Between the claim and the production deployment lies a
70-point gap. Inside that gap sit the 6% of high performers, the firms reporting more than 5% of
EBIT from AI, and the 94% that experiment but do not scale.

We call this gap the Adoption Illusion. It is the distance between surveyed adoption (88%)
and production use, and it is wide enough to mislead any board that reads the headline figure
as readiness.

What distinguishes the 6%?
McKinsey identifies three shared traits. High performers redesign at least part of their operating
processes rather than layering AI onto old workflows, something only 21% of firms do. They
build governance before deployment, not after an incident. They assess data readiness before
approving the build budget. None of these is a technology trait. They are decision and
organisation traits, and all of them are available before the first line of code.

CASE STUDY

Validate before commit: AI-assisted document verification for capital markets

Legal technology / equity capital markets — replacing a manual verification workflow for UK
law firms

Verifi, a UK legal-tech company, set out to replace the manual verification of complex offer documents
and prospectuses used in equity capital markets transactions — a process traditionally carried out
under time pressure by junior lawyers working across documents of 200 pages or more. Rather than
beginning with a full build, the engagement started with discovery workshops to map the existing
workflow and define what AI could realistically replace. A working proof of concept was delivered
within three months before any production investment was approved. The resulting platform
automated annotation, search and version tracking end-to-end, with human-in-the-loop controls and
compliance architecture — zero-trust, encrypted, Azure-hosted — designed in from day one rather
than retrofitted after delivery.

The sequence that produced this outcome maps directly to the three traits McKinsey identifies in high
performers: the process was redesigned rather than augmented; governance and compliance were
built in before deployment; and value was validated through a proof of concept before the full
production budget was approved.

Read the full case study on our website

Up to 75% reduction in document review time for legal teams▪
Initial annotation completed in minutes rather than hours; manual document and web searching
eliminated across the verification workflow

▪
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One mechanism keeps that gap invisible inside the organisation. Most organisations measure AI
readiness through input indicators: the number of enterprise licences, the share of staff with
access to AI tools, the count of pilots running. They rarely measure output indicators:
measurable impact on EBIT, a process redesigned, a cost line reduced. Boards announce an ‘AI
transformation’ once an organisation-wide licence has been signed. The distance between input
and value stays hidden — until a CFO asks for the return. This is the Adoption Illusion in its
measurement form. The 6% figure in this report counts only the output side, and that is why it is
as low as it is.

Ewelina Magrel

AI Practice Manager,
Future Processing

The organisations that join the 6% rarely begin with a bigger
budget or a more advanced technology stack. What
distinguishes them is the quality of decisions made before
delivery starts. We often see organisations with access to the
same technology arrive at very different outcomes. One
starts building immediately and discovers constraints during
delivery; the other spends time on value, readiness and risk
first. Twelve months later, the difference is not technical. It is
measured in adoption, ROI and executive confidence.
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3. The UK and DACH: two markets, two entry points
Global AI adoption figures describe a market dominated by the United States and the largest
corporations. For a UK firm or a Mittelstand company, those are numbers from a different
segment of reality, which is exactly why they need to be read separately. The UK and DACH are
two versions of the same problem, not a maturity ranking.

3.1 The UK: a barrier of identification, not ambition
71% of firms in the UK have not yet identified a concrete AI use case (DSIT, May 2025). Boards
want AI. The CIO receives the mandate. What does not follow is an answer to the question:
applied to which problem, exactly? This is the entry barrier specific to the UK mid-market. It is
not a shortage of funds or access to technology, but the absence of a method for moving from a
board mandate to a measurable project with a business case.

Regulatory and policy context

Three forces shape the UK conversation. The AI Opportunities Action Plan (UK government,
January 2025) is a national push towards AI adoption across the public and private sectors, and
it adds pressure at board level in the mid-market. The AI Safety Institute is the first state body to
evaluate founedation models; it frames the public debate but does not regulate the mid-market
directly. The Information Commissioner’s Office (ICO) sets the most tangible expectations a mid-
market firm meets today, through its guidance on AI under UK GDPR and the Data Protection
Act 2018. After Brexit the UK is outside the EU AI Act, yet UK firms operating in the European
Union fall under it through the Brussels effect, so any firm selling on both sides of the Channel
faces dual compliance.

The 71% is not evenly distributed

The headline figure is a weighted average, and the sectors beneath it differ sharply. Financial
services show the highest declared AI ambition, constrained by mainframe estates (92% of UK
banks) and model risk. Retail and e-commerce show the fastest point adoption, in
recommendations and dynamic pricing, but rarely scale beyond the pilot. Healthcare, across the
NHS and the private sector, carries high social and political pressure but low data readiness,
with clinical data interoperability still weak. The public sector now has a top-down mandate from
the Action Plan, but procurement and security cycles slow delivery. In some sectors the figure is
closer to 85%, in others nearer 50%. The mid-market feels it more acutely than the FTSE 100.

12



What we see in the first client conversation

The UK client typically arrives with a board mandate (‘we need AI’) and no concrete process, data
or success metric attached to it. The same client is often well exposed to sales pitches from the
hyperscalers, holding a catalogue of AI products without a diagnosis of its own business. Our
first move is not technology and not a roadmap. It is opportunity mapping: working out which
use cases in this particular business make sense before anything is built.

Adam Gaca

Managing Director UK&I and
Vice President of Innovation,
Future Processing

The 71% of UK companies bought tools before they
understood the problem. They have an AI license and a
pilots/PoCs. What they don't have is a baseline on what
“better” looks like in their business. No ROI target. No
process they're trying to fix. No metric they're
measuring against.

It’s rather a sequencing problem than a technology one,
and well it is an expensive problem.

The difference between the firms getting value and the
71% who aren't is quite straightforward: outcomes first,
tools second. Stop dreaming about "what AI can do”,
focus what your operations need to stop breaking,
increase productivity and increase profitability.

That work—mapping where AI actually moves the
needle on revenue, margin, or cost—has to happen
before the larger investment. Not after. Not during a
pilot. Before.

Narrative for the UK: from mandate to measurable use case. Without that bridge, every
technology is equally useless.

3.2 DACH: the Mittelstand, data sovereignty and defensible AI
94% of Mittelstand firms have not moved beyond the experiment stage. In the German
Mittelstand specifically, AI spend as a share of revenue fell from 0.41% to 0.35% between 2024
and 2025, while global budgets were rising. This is not a signal of indifference. It is a signal that
firms invested in experiments, did not see the value and consolidated.
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DACH is not a monolith

Germany, Austria and Switzerland differ from one another more than the UK differs internally. In
Germany the Mittelstand is the core of the story, BaFin regulates the financial sector, and there
is real caution towards the US hyperscalers. Austria is closely tied to Germany but operates at
smaller scale, with smaller AI budgets. Switzerland combines FINMA as regulator with the
revised Federal Act on Data Protection (revFADP, 2023) and a traditionally high bar for
confidentiality. We use ‘DACH’ as an aggregate, but at the points that matter, the regulator and
governance, we name the country.

What the Mittelstand actually is

For readers outside the region, the Mittelstand is a specific kind of firm. It is family-owned or
founder-led, often in its second to fourth generation, with a decision horizon measured in
decades rather than quarters. It runs on internal capital and low leverage, which leaves it with
little tolerance for the cost of a technology failure, because there is no outside money to write
off. Many are hidden champions: globally dominant in a niche, with low marketing visibility and
therefore no pressure to perform innovation.

The conclusion matters for how AI is sold here. Mittelstand caution towards AI is not
conservatism and not technological backwardness. It is a rational logic of capital, and it requires
a different kind of business case from an enterprise with American venture funding behind it.

Justyna Szymańska-Laskowska

DACH Business Director,
Future Processing

In the DACH market, especially across the Mittelstand, AI
decisions are rarely driven by hype or competitive
pressure alone. These companies often think in
generations, not quarters, and every technology
investment is measured against long-term operational
resilience, regulatory exposure and trust.

When the capital is your own and the reputation is built
over decades, experimentation

without a clearly defensible business case is simply not
enough. That is why we increasingly see demand for AI
that is explainable, governance-led and closely aligned
with data sovereignty requirements from day one.
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BaFin and FINMA, and what they mean for the build

BaFin’s Principles for the use of algorithms in institutions’ decision-making processes (June 2021,
updated 2023 to 2025) require documented governance, model audit and a human in the loop
for decisions affecting retail customers. FINMA Guidance 08/2024 recommends consultation
before deploying AI in critical processes such as underwriting, anti-money-laundering and credit,
alongside general expectations on governance, model risk and third-party AI providers. The EBA
and ESMA add guidelines for the banking and capital-markets sectors that partly overlap with
both. For a mid-market firm in Germany or Switzerland, governance by design is not a nice-to-
have. It is a condition of market entry for an AI solution in regulated services. Remediation after
an audit costs 3 to 10 times more than embedded governance.

Dominik Samociuk

Head of Compliance,
Future Processing

The biggest risk in AI is rarely the model itself. It is the
inability to explain decisions, assign ownership and
demonstrate accountability. Regulators increasingly expect
organisations to show who approved the use of AI, what
controls are in place, who accepts the associated risks and
how decisions can be reviewed or corrected. A regulator's
audit will not start with model accuracy; it will start with
governance. Defensible AI begins long before deployment,
with clear ownership, accountability and decision-
making structures.
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Data sovereignty: GAIA-X, the EU Data Act and Schrems II

GAIA-X, the German and French initiative running since 2019, is the reference architecture for a
federated European data infrastructure. In DACH it has been adopted as the skeleton for
sourcing decisions on AI models in the public and regulated sectors. The EU Data Act, in force
since September 2025, requires interoperability, cloud switching and protection of non-personal
data, which bears directly on vendor neutrality in the choice of an AI stack. Schrems II (2020)
remains a live constraint on data transfers from the European Union to the United States; the
hyperscalers answer it with an ‘EU sovereign cloud’, but the DACH client prefers to control
the matter through architecture rather than contract. In DACH, the idea that models travel
to the data, not the data to the model, is not a slogan. It is an architectural consequence of
European law.

If you are reading this in Munich, Vienna or Zurich, the question is not whether your
organisation is ready for AI. It is whether the AI you build can be defended: to the regulator, to
the board, and to the customer who asks how it works. Defensible AI is not slower AI. It is AI with
stronger foundations.

Narrative for DACH: defensible AI. Fewer declarations and more questions about data,
control, sovereignty, ownership and the audit trail. This is a different kind of maturity, and a
different kind of commercial conversation.

3.3 The common denominator
Eurostat measures AI adoption in European enterprises at 20%, a large jump from 13.5% the
year before, but still far from the 88% of global surveys. For firms in the UK and DACH this
means one thing. There is no question of being late. Firms that decide to check before they
build, and enter with the right project at the right time, will join the winners before the mid-
market in these geographies is saturated.

The two markets are two variants of the same problem. In the UK it is a barrier of use-case
identification; in DACH it is a barrier of decision defensibility. Both lead to the same question:
what is worth doing, what is not worth starting, and what must be ready before the build?

There is no question of being late. There is a window, and on current trajectories it closes within
6 to 12 months.
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4. Anatomy of the loop: three cycles that block scaling
AI project failures are not random. They repeat in three predictable patterns, and each failed
project feeds the loop again unless there is a point at which it can be broken. This section is
diagnosis only. It carries no recommendation.

4.1 The strategic cycle: the pressure–deficit–accountability loop
72% of CEOs are now personally accountable for AI, double the figure a year earlier (BCG AI
Radar 2026, n=640). 64% of CEOs invest in technology before they understand its value, on their
own account (IBM IBV CEO Study 2025, n=2,000). 61% admit the board is accelerating the AI
transformation without sufficient justification (BCG Split Decisions 2026, n=625).

The pressure is real and justified. The problem is not the pressure itself but what happens once
it lands. The mandate reaches a CIO or CTO who must present an AI roadmap within 90 days,
without a validated business case. The project starts. It meets data that does not meet the
standard, legacy infrastructure and an absence of governance. It returns as a failure, which
generates a further round of pressure, more intense than the last.

56% of CEOs admit they have seen no return from AI despite investing (PwC Global CEO Survey
2026). 94% plan to keep investing regardless (BCG 2026). The loop does not break on its own.
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Figure 2. The pressure–deficit–accountability loop: four nodes carrying the data, with two break 
points, Track A after node 2 and Track B after node 3. The return arrow is marked ‘higher pressure 
leads to another cycle that resets without change’.
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Krzysztof Szabelski

AI Innovation Partner,
Future Processing

A board mandate often arrives with a request for a roadmap
within 90 days. The organisation responds as expected,
building the plan, aligning stakeholders, selecting tools, but
without validated priorities.

From experience, successful outcomes start differently: with a
disciplined focus on which AI opportunities will translate into
P&L impact, combined with an honest assessment of
readiness across data, technology and organisation.

The challenge for many organisations is moving through these
steps under time pressure. It is possible, but only with a
structured, disciplined approach that forces alignment on
value, prioritisation and readiness within the same timeline.

4.2 The operational cycle: the legacy–data–talent triple lock
Three operational barriers reinforce one another. Repairing one exposes the next two, and
that is the mechanism that leaves organisations feeling trapped despite sincere intent and
real investment.

Getting out of this loop is not a matter of solving three problems at once. It is a matter of precise
diagnosis: which barriers apply to a specific use case, and in what order they must be addressed
for that one use case to reach production.

Legacy infrastructure: in insurance, up to 70% of IT budgets goes on maintaining existing
systems. In UK banking, 92% of banks still run on mainframes, spending £5.7 billion a year on
maintenance alone.

▪

Data: Gartner estimates that only 4% of organisations consider their data truly AI-ready, and
63% lack adequate data-governance practices for AI (Gartner, n=248). 84% of data and
analytics leaders say their data needs a full rebuild before AI (Salesforce 2026, n=7,652).

▪

Talent: the global demand-to-supply ratio for AI talent has reached 3.2:1, and two-thirds of
CIOs name the absence of internal skills as the main obstacle to scaling AI.

▪
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Krzysztof Nykiel

Head of Data Solutions,
Future Processing

AI does not stall on models - it stalls at the point where an
organisation must prove its data meets operational and
regulatory standards.

The 4% ‘AI‑ready data’ figure does not indicate a
technology gap; it reveals a lack of control over data in a
specific decision process. In pilots, curated samples
bypass governance, but at scale missing lineage, unclear
ownership, inconsistent definitions, and weak quality
controls block production. Regulated environments
require traceable, reproducible, and auditable data.
‘AI‑ready’ is a property of a data flow for a use case, with
enforceable governance, not of the organisation - at
enterprise scale across functions.

4.3 The regulatory cycle: governance as investment, not cost
The EU AI Act, DORA and NIS2 form a stacking regulatory landscape, each with its own scope
and its own timing. 78% of European firms have taken no significant steps towards EU AI Act
compliance (Vision Compliance 2026). For most mid-market organisations outside the high-risk
AI categories defined in Annex III of the EU AI Act, the largest day-to-day compliance challenge
remains data, integration and process; the AI Act becomes relevant the moment an organisation
falls within its scope, but it is not automatically relevant for every reader of this report. DORA
applies to financial entities and to ICT providers serving the EU financial sector. It is not a
horizontal regulation, and readers outside financial services should treat it as a reference
architecture for operational resilience, not as a direct compliance requirement. At the same
time, 54% of CIOs report unauthorised AI deployments, or Shadow AI, moving faster than formal
governance (Dataiku / Harris Poll 2026, n=600).

From our practice, the mechanism behind that figure is straightforward. Official AI routes slow
down through governance reviews. Pressure for results does not wait. Departments deploy on
their own, outside IT’s knowledge, and the organisation ends up with shadow AI rather than AI.
Shadow AI is not a problem of disobedience. It is a symptom of governance designed as a
barrier rather than as an enabler. An organisation that has not mapped its shadow AI before
assessment does not yet know the real state of its adoption.
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Governance by design, built before deployment rather than after an incident, is not only
cheaper. It removes one of the main causes of delay at the scaling stage. One date matters now:
on 2 August 2026 the transparency obligations of Article 50 of the EU AI Act take effect. The Act’s
penalties are tiered: breaches of the prohibited-practice rules carry a ceiling of up to €35 million
or 7% of global turnover, while other infringements, including high-risk and transparency
obligations, attract lower caps. Firms that build governance now will meet that deadline without
a compliance crisis.

Regulation now turns increasingly on accountability. The AI Act, DORA, NIS2 and a growing set of
sectoral supervisors focus not only on whether an AI system meets technical requirements, but
on who owns the risk, who took the decisions in the deployment process and whether that
decision trail can be shown to an auditor or in a formal procedure. Governance without an
explicitly named owner is incomplete governance. The term ‘defensible AI’ used earlier in this
report carries this additional weight: not only technically defensible, but defensible with a
named decision owner and the documentation of the process that led to the decision. In most
of the organisations we work with, accountability for AI decisions is distributed across the CIO,
the CDO, legal and the business unit, with no single party treating itself as the ultimate owner of
the risk.

For much of the European mid-market — particularly in utilities, energy, transport, healthcare
and parts of manufacturing — NIS2 is today a more tangible compliance requirement than the
AI Act. NIS2 imposes cyber risk management obligations, incident reporting requirements and
board accountability that intersect directly with the architecture of AI systems: any AI system
processing operational data, or making decisions in critical infrastructure, falls within its scope.
Organisations that deploy AI without considering NIS2 at the readiness assessment stage
discover the problem in the worst possible moment — after production go-live.

There is an economic dimension to governance pressure, independent of regulation.
Organisations that build AI without guardrails, and without cost controls, lose control of the
operating budget quickly — particularly in projects with agent autonomy, where a single
suboptimal agent can generate token and infrastructure costs proportional to the scope of that
autonomy. Rising AI subscription prices, rising compute costs and the risk of uncontrolled API
call proliferation will, over the next 12 to 18 months, create a new structural pressure:
governance will stop being a compliance question and become a question for the profit and loss
account. ‘Check before build’ is not only protection against the regulator. It is the only path to
controllable TCO at scale.
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Ewelina Magrel

AI Practice Manager,
Future Processing

“AI-ready" is not a label you can apply to an entire
organisation. It is a characteristic of specific data for a
specific use case: you need to know where it comes from,
who owns it, what quality it meets, and whether it can be
accessed securely and repeatably. This is why so many
projects look promising in the pilot and fail at scale. The
limitation was never the model. It was the foundation on
which it was built.

Conclusion. All three cycles have concrete break points, and every one of them sits before the
build budget is approved.
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5. Four industries, four versions of the same problem
The mechanics of the three cycles are shared. Each industry, though, has its own critical point
and its own entry point for a conversation about AI, one that resonates with the people who
decide there. The barriers share a common core (legacy, data, governance), but they surface
differently in each sector and call for a different entry narrative. The four cards that follow set
out, for each industry, the dominant entry barrier, the most scalable use case and the leader-
versus-laggard economics.

5.1 Insurance: regulation as engine, not brake

Insurance carries the heaviest regulation of the four industries: Solvency II, DORA, the EU AI Act
and an EIOPA opinion of August 2025. It also has the most clearly quantified return from AI.
Among large carriers, analytics leaders run a combined ratio 6 points below the market (WTW)
and return 6.1 times more to shareholders (McKinsey Insurance Analytics). Insurers also report
up to a 21% reduction in operating costs from AI (EXL), the highest of all the industries studied.

Only 7% of insurers scale AI successfully. Yet vendor-deployed AI succeeds in 67% of cases
against 33% for internal builds. The paradox is inverted: where regulation is heaviest, the reward
for carrying it properly is highest.

The most promising, scalable use case is straight-through processing of high-volume, low value
claims (for instance motor claims, valued below 1000 USD). Automated resolution of such cases
can substantially improve processing time, with market leaders reaching up to 80% lower
settlement time.
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Figure 3a. Insurance: dominant entry barrier, the most scalable use case and leader-versus-laggard
return. Data drawn from Annex A: combined-ratio gap (WTW 2026), shareholder return (McKinsey
Insurance Analytics) and operating-cost reduction (EXL); large-carrier benchmarks.

Conditions for value

Value appears where AI improves the quality of risk decisions: underwriting, claims, exposure,
loss prevention and risk reporting. The conditions are the integration and quality of historical
data, often scattered across past mergers; explainability of scoring models for the regulator;
governance for decisions affecting retail customers; and human-in-the-loop control. The returns
differ by application: in underwriting and pricing, analytics leaders run combined ratios up to 6
percentage points below the market (WTW, 2026); in claims operations, where straight-through
processing is the primary lever, insurers report up to 21% lower operating costs (EXL). This is
upside, not a compliance burden.
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Piotr Piękoś

Head of Insurance Practice,
Future Processing

In specialty claims, the AI conversation tends to start in
the wrong place. Boards often ask which model to deploy,
often influenced by direct go-to-market activities of
hyperscalers and model providers. The real question is
whether the data underneath it can be trusted and in this
segment, the consequences of getting that wrong are not
marginal. We surveyed 250 claims leaders and found that
77% of MGAs already recognise their claims processes
need fundamental improvement. That figure was 59% two
years ago. The market knows it has a problem. What it
does not yet know is that the problem is not the absence
of AI: it is the absence of data you can act on and explain
to a regulator. In specialty lines, a single claim can run
into hundreds of millions of pounds. Reserving decisions
on D&O, coverage disputes in Marine, fraud detection in
Professional Indemnity, these are not high-volume, low-
stakes processes. AI creates disproportionate value
precisely here, because the stakes justify the investment.
But only once the data foundation is in place. That is
not a model decision. It is a data decision, and it has to
come first.

CASE STUDY

From months to minutes: real-time underwriting infrastructure at a Lloyd's
specialist insurer

Insurance (commercial P&C) / UK — cloud-based API migration enabling real-time flood risk
pricing for a regulated Lloyd's market insurer

Hiscox's FloodPlus product relied on a legacy API that returned valuations in up to ten seconds — too
slow to appear in online insurance aggregator results and too rigid to support responsive pricing
decisions. Future Processing partnered with the in-house team to replace it with a flexible, cloud-
hosted API on Azure, incorporating real-time risk data aggregation, complex data migration across
58,000 policies ($65M in value), and live exposure reporting on Snowflake. The result was an
underwriting infrastructure that could respond to market conditions at a speed the previous system
structurally prevented.

Revenue on the FloodPlus API product grew from £1M to £5M▪
Pricing model changes that previously took months to implement and validate now take minutes —
with demand impact visible by county or state within hours

▪
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Read the full case study on our website

5.2 Media: the one industry where an AI error is public at once

Media has a structurally different risk profile. In insurance, finance and energy, AI processes
back-office work. In media, AI output reaches the viewer and reader directly, so any error,
hallucination or bias is immediately public. That changes the decision calculus for every
use case.

78% of technology leaders across industries run AI pilots, but only 14% have reached production
(cross-industry figure; in media the gap is at least as wide, given the additional barriers below).
Three barriers act at once: more than 51 active copyright suits (NYT v. OpenAI, Getty Images v.
Stability AI); the BEAU coalition (BECTU, NUJ, Equity, the Writers’ Guild and the Musicians’ Union)
demanding opt-in and transparency; and legacy media-asset-management and playout
infrastructure with no API interoperability with modern AI pipelines.
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Figure 3b. Media: dominant entry barrier, the most scalable use case and the pilot-to-production
gap. Data drawn from Annex A, the Reuters Institute Digital News Report 2026 and MIT NANDA 2025.

Conditions for value

Value in media does not appear where AI generates content. It appears where AI accelerates
production under editorial control: tagging archives, which cuts the time to find archival material
from days to minutes; classifying rights; transcription; and editorial workflow tools. The
conditions are clear human-in-the-loop boundaries, rights governance, an audit trail for every AI-
touched asset, and transparency towards creators and audiences. The most scalable use case is
metadata tagging and archive classification, which sits in the backend and is never public-facing.
Controlled automation is not slower AI. It is AI an editorial team can defend in public.

27



Anna Mleczko

Head of Media & Advertising
Technology Practice

Media and advertising was among the first industries
where AI moved from experimentation to visible impact, yet
it also exposes the scaling paradox most clearly. Adoption is
nearly universal; real business value remains limited.
Competitive advantage does not come from AI alone,
but from combining it with proprietary data and
human creativity.

The challenge is execution. Under pressure to automate,
many organisations deploy AI without a clear strategy,
governance, or process redesign, creating isolated pilots
and rising complexity instead of efficiency.

5.3 Finance: an engineering problem, not a strategic one

In UK banking, 92% of banks still operate on mainframes. Annual maintenance of that
infrastructure runs to £5.7 billion. The cost of AI failure in financial services is the highest of the
four industries studied, driven by the combined load of legacy infrastructure, regulatory
overhead and the operational sensitivity of core banking systems.

DORA applies directly to financial entities and to their ICT providers, and has been in force since
17 January 2025: 19 Critical Third-Party Providers fall under direct EU supervision, with the first
audits scheduled for the second half of 2026, and a one-off compliance cost of $8 to 15 million.
Banks that deploy AI through providers unverified under DORA create a compliance problem
retroactively. The most scalable use case is fraud detection and anti-money-laundering
monitoring, where explainability requirements are lower and regulatory acceptance
is established.
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Figure 3c. Finance: dominant entry barrier, the most scalable use case and the highest failure-
cost exposure of the four industries. Data drawn from Annex A, RAND Corporation 2025, BaFin 2021
and DORA.

Conditions for value

In finance, AI ROI only adds up once it is calculated alongside the total cost of ownership of the
legacy estate. Every new AI use case in a UK bank must cross the bridge from mainframe to
modern stack. The conditions are data lineage from core systems (deposits, lending, payments);
governance of third-party AI providers under DORA; a model-risk framework consistent with the
PRA and FCA; and a costing of integration against greenfield. The measurable consequences are
a reduction in operating costs of more than 20% for firms that scale AI successfully, and a
defensible compliance position before the first wave of DORA audits in the second half of 2026.
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CASE STUDY

Infrastructure as the funding condition: cloud migration for a quantitative hedge fund's
AI trading platform

Quantitative finance / UK — Azure cloud migration enabling institutional investor access for a
proprietary algorithmic trading system

OTI Capital's AI trading system was operationally ready. The on-premise infrastructure it ran on
was not — insufficient security, no audit trail, no availability guarantee that institutional
investors would accept. Future Processing migrated the full environment to a high-availability
Azure architecture aligned to financial industry standards. Investor funding followed.

“When I have new projects on my mind, I don't even look for another tech partner.” — OTI Capital

Read the full case study on our website

Anna Samborowska

Partner for Financial Services
Practice, Future Processing

AI adoption is fundamentally an engineering challenge
rather than a strategic one. Organisations must evaluate
AI investments against the full cost of integrating with
legacy environments rather than against standalone
productivity gains. In practice, compliance-driven AI
initiatives and legacy banking systems are expected to
evolve together, but they are often architecturally
incompatible, creating significant operational complexity
and increasing implementation risk.

Full migration completed within an active investor funding deadline▪
Kubernetes architecture with security and observability meeting institutional
compliance standards

▪

30

https://www.future-processing.com/case-studies/oti-capital/?utm_source=aiscalingreport


5.4 Energy and utilities: when 65% of the AI budget never touches
a model

Energy has a problem of scale all its own: 65% of the AI budget is spent on data engineering
alone, three times the cross-industry average of 23%. Only 28% of utilities have achieved basic
OT/IT integration. Firms in this sector overstate their own AI maturity by an average of 1.8 points
against objective benchmarks (IEA), and 58% of operational staff do not trust AI
recommendations (Eurelectric).

Because of that maturity gap, an independent readiness assessment has unusually high
information value in energy: it fills the distance between what an organisation believes about its
data and what the data can actually support. The most scalable use case is predictive
maintenance, once basic OT/IT integration is in place.

Figure 3d. Energy and utilities: dominant entry barrier, the most scalable use case and the share
of AI initiatives stuck in pilot. Data drawn from Annex A, Eurelectric, the IEA and the Thinking
Company 2026.
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Conditions for value

In utilities, AI creates value where explainability matters more than in non-critical sectors,
because an operator’s decisions affect infrastructure of critical continuity. The conditions are
OT/IT integration (28% as a baseline, not a target), high-quality operational data, a model an
engineer can explain, and governance for decisions affecting safety. The measurable
consequence is that predictive maintenance reduces maintenance costs by 15 to 20% in sectors
that have reached the OT/IT baseline (Eurelectric / IEA). Without that baseline, the AI project falls
into the 65% of budget spent on data engineering and never touches a model.

Operators of energy infrastructure fall directly within the scope of NIS2. In practice this means
every AI system affecting the availability, integrity or continuity of operations — predictive
maintenance, dispatch optimisation, demand forecasting — requires risk management
documentation consistent with NIS2. Compliance is not optional. It is an operational condition.
For organisations in this sector, a readiness assessment without a NIS2 conformance review is
structurally incomplete.

Dawid Przespolewski

Head of Sales – US & Polish Market

In energy and utilities, the question isn’t whether AI works
— it’s whether people on the ground are ready to rely on
it in decisions that affect critical infrastructure.

Most of the challenge sits outside the model itself. It’s
about connecting OT with IT and making operational data
usable. In large, distributed environments, data is often
spread across multiple systems with no clear source of
truth — the same query can return different answers,
which immediately undermines trust.

Until that’s addressed, even a very accurate model ends
up as something no one uses.

In this sector, AI only starts to matter when it becomes
part of real operations. And that only happens when the
output is trusted — not just by the board, but by the
people who have to act on it every day.

CASE STUDY

Predicting transformer failures — buildingbAIbthat fieldbengineersbwould actually useb

Energy &butilities / predictive asset maintenance / critical gridbinfrastructureb
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A European power distributor was relying on senior diagnosticians to manually analyse hundreds of
parameters per transformer — a process too slow to scale and prone to missing early degradation
signals. FP developed a suite of specialised ML models (SVM, Gradient Boosting), one per defect type,
after a single combined model produced unacceptable false-positive rates. Crucially, the system was
built with explainable AI — showing diagnosticians which parameters drove each prediction, not just a
probability score.

When theb system explains its reasoningb in terms the diagnosticianb already understands, adoption
stops beingba change-management problem.b

Read the full case study on our website

Conclusion. In each of the four industries, the most expensive decision is to start building
without a diagnosis.

Model accuracy and precision exceeded 90%; F1 Score reached approximately 85%b▪
AI layer implemented via Dalex library, enabling expert validation of every predictionb▪
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6. The economics of inaction: the CFO’s calculation
In the boardroom, the conversation about AI often runs in the language of strategy and
innovation. A CFO needs a different language: costs, risks and comparable alternatives.

S&P Global Market Intelligence puts the average cost of an abandoned AI project at $7.2 million,
and the abandonment rate at 42% in 2025, up from 17% a year earlier (n=1,006). Only 14% of
CFOs see clear, measurable ROI from AI investment, and 61% feel greater pressure than a year
ago to prove it.

A CFO expects a return on IT investment within 7 to 12 months. The real ROI on an AI project
takes 2 to 4 years (Deloitte). That difference is not a problem of substance. It is a problem of
expectations, and one that can be managed, but only if it is named before the budget is
approved rather than after the first annual review.
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Figure 4. The economics of inaction: a decision timeline (weeks 1 to 8 for diagnostics and the gate,
then months 3 to 18 for build, production or abandonment); a cost comparison of the protected path
(€15–25K) against the path without diagnosis ($7.2 million average); and four key metrics for the CFO.
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The GO/NO-GO mathematics. An AI Opportunity and Readiness Assessment costs €15–25K and
takes 4 to 8 weeks. A NO-GO at the diagnostic stage costs €15–25K. A NO-GO after the project
has started costs $7.2 million on average. At a €20K midpoint (roughly $21–23K), that is a
difference of more than 300 times. A CFO does not need AI to defend a decision before an audit.
They need a data-based decision, taken before the budget is approved.

Mikołaj Gwóźdź

Chief Financial Officer,
Future Processing

The cost asymmetry between a diagnostic and an abandoned
build is not only about the numbers, but mainly about
retaining control over the decision.

A diagnostic creates a point where you can decide whether to
proceed or stop before you commit real money, while without
it you start spending before fully understanding the risks, and
stopping later becomes much harder.

So, this ultimately becomes a question of governance and
investment discipline.

Conclusion. For a CFO, the best AI decision is the one taken before the budget is approved, and
it is defensible on either outcome.
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7. Why existing market answers fall short
The market offers many answers to the AI scaling problem. The trouble is that none of them
holds the same position, with the same scope, at the same price, with the same decision
artefact. And none does the one thing Section 4 showed matters most: interrupt the cycle
before the build budget is committed. On the buyer’s behalf we reviewed 41 providers across
five categories (Future Processing competitive review, May 2026). What follows is what each
model puts in the buyer’s hands, and what it leaves them to assemble alone.

7.1 Four market clusters and what the buyer actually receives
Large consultancies (PwC AI Lab, Deloitte AI Institute, EY.ai, KPMG AI Trust, McKinsey
QuantumBlack, BCG, Bain, Accenture). They shape the category in the buyer’s head through
branded methodologies — ‘Lead/Lag/Exit’, ‘10-20-70’, ‘AI Refinery’, ‘AI Trust’ — with a free
maturity self-assessment as the usual entry point (EY.ai’s runs 15 minutes across seven
dimensions; Bain’s WGS tool, 34 questions). The paid engagement that follows starts at €100K
and tends to end in a framework and a maturity grade rather than a GO/NO-GO decision with
a costed roadmap and transition costs. A vendor-neutral recommendation is rare, because
most of these firms advise from inside established hyperscaler partnerships. Buyer receipt: a
maturity grade and a framework, more often than a decision.

▪

Large system integrators (Capgemini, TCS, Infosys). They operate at enterprise scale and are
not priced for organisations of 50 to 5,000 staff. The engagement is a transformation
programme the mid-market cannot size against a single use case. Buyer receipt: a
programme built for a larger balance sheet.

▪

Productised boutiques (Predica, Xebia, Addepto, The Thinking Company). The closest direct
comparison at €10–25K. Each offers opportunity mapping or readiness, not both in one
engagement, and not with two independent GO/NO-GO gates. Buyer receipt: one half of the
diagnostic, with the other half still to source.

▪

Analyst and DIY tools (IDC, Gartner, MITRE templates, Microsoft, Cisco and Bain tools). They
produce maturity assessments and reusable templates, not a business case validated against
an organisation’s own data and a specific use case. Buyer receipt: a maturity score the
organisation completes itself, rather than an external, decision-grade judgement.

▪

37



7.2 Five things a buyer should be able to demand from one partner
Across those four clusters, a buyer can usually find each capability somewhere, but never all five
in one engagement, at a price the mid-market can authorise. For the buyer, the practical test of
a decision-grade engagement is whether it delivers all five together:

One observation runs underneath all four clusters. Twelve of the thirteen closest competitors
lead with the same three phrases: ‘scale AI’, ‘agentic AI’ and ‘governance’. Standing out does
not require a new slogan. It requires more concrete proof and a more precisely named
buyer problem.

7.3 The intervention the market is missing: one engagement that
interrupts the cycle
The reason none of the four clusters resolves the scaling paradox is structural, not a question of
effort or talent. Each addresses a symptom. None is built to interrupt the cycle at the point
Section 4 identified: before the build budget commits. The three cycles share that single break
point. The strategic cycle turns a board mandate into an unvalidated build the moment the
money is approved. The operational cycle — legacy, data and talent — and the regulatory
cycle both surface after the budget is gone, when the project meets the data it was never
checked against.

Future Processing’s AI Opportunity and Readiness Assessment is built at that break point. It
places two independent GO/NO-GO gates ahead of the spend. The business-case gate
interrupts the strategic cycle: it turns a board mandate into a ranked, scored shortlist with an
explicit boundary, before a use case becomes a commitment. The readiness gate interrupts the

One fixed-price engagement that answers both questions — where to apply AI, and
whether the organisation is ready — for a published price. Today the buyer commissions
opportunity mapping and readiness separately and stitches them together.

▪

Vendor neutrality with no consumption targets. The recommendation should be chosen
against the real constraint — Azure, Bedrock, Vertex, on-premises or open source — not
against a partner-incentive structure the buyer never sees.

▪

GO/NO-GO gates promised to the buyer, with ‘do not build this project’ a legitimate, paid-
for outcome, not an internal phase gate that never leaves the provider’s deck.

▪

Sector orientation at mid-market price. Vertical specialisation exists, but at enterprise
scale. The mid-market in insurance, energy, finance and media is left choosing between a
sector specialist it cannot afford and a generalist that does not know its constraints.

▪

A finance-grade economic case, not a maturity grade. The CFO needs the cost of
inaction, payback period and sensitivity analysis in finance vocabulary, not a colour-coded
maturity score.

▪
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operational and regulatory cycles: it scores data, infrastructure, security, governance and
compliance across four domains before build, so the project meets its data deficit on a slide,
not in production. One engagement, a published €15–25K, 4 to 8 weeks, vendor-neutral, with
the same team continuing into delivery. Section 8 sets out how the two entry paths reach that
single decision.

Mike Zamarski

Principal AI Strategist,
Future Processing

Independence is easy to claim. The market review shows a
shared conflict of interest: across all four clusters, the
incentive is to encourage the build, not to ask first whether
it makes sense for this business. Unbiased advice needs a
self-contained diagnostic with clear GO/NO-GO gates, one
that delivers value at the decision rather than opening a
sales funnel. That is why, for us, a NO-GO is complete, paid-
for work and not a lost sale, the one position the rest of the
market can't hold without changing how it earns.
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8. How to join the 6%: two paths, one decision
The 6% of firms that achieve measurable EBIT from AI began with the same decision: they
checked before they built. McKinsey documents that high performers are three times more likely
to redesign operating processes, build governance before deployment and assess data
readiness before approving the budget.

8.1 Two paths to one artefact
Organisations reach the diagnostic decision from two different starting points.

Track A, for around 70% of the mid-market. The board has issued an AI mandate. The CIO or
CTO must answer the question ‘where?’ without a validated use case. IDC documents that 65%
of leaders cannot say where AI should be applied in their own business (IDC, October 2025,
n=3,130). The first step is AI Opportunity Mapping: identifying and ranking use cases by business
value and feasibility, ending in a GO/NO-GO gate on the business case.

Track B, for around 30% of the mid-market. The organisation has a pilot or a candidate list,
but has not validated whether its data, infrastructure and governance are ready to scale. 71% of
technology leaders cannot confidently confirm that their data meets the standard needed to
scale generative AI (IBM IBV 2024). The first step is an AI Readiness Assessment: scoring across
four domains (data and infrastructure; security and governance; legal and compliance;
organisational readiness), ending in a readiness GO/NO-GO gate.
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8.2 What changes for the buyer

Figure 5. Status quo versus the AI Opportunity and Readiness Assessment: eight dimensions that
change for the buyer, from use-case selection and business case through data readiness, decision
artefact and financial risk to time-to-decision, vendor neutrality and delivery continuity.
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Both paths lead to the same artefact: an AI Readiness Score, two independent GO/NO-GO gates
and a prioritised roadmap, delivered in 4 to 8 weeks for a fixed price of €15–25K, with
deliverable variants for the CTO, the Head of Finance and Operations, and the CFO. The same
team that recommends the work also builds it.

8.3 Vendor neutrality and continuity: two promises
The recommendation points to the stack that fits the real constraint: Azure Copilot, AWS
Bedrock, Google Vertex, an on-premises solution or open source. We hold no consumption
targets with any hyperscaler.

The same team builds what it recommends. There is no handover to another partner, no new
learning curve and no risk of drift between the recommendation and delivery. The team carries
full accountability for the outcome, not only for the diagnostic deliverable.

This continuity is not only a quality argument. With agentic architectures, the cost of a design
error grows non-linearly: an autonomous agent without guardrails generates operating
costs proportional to the scope of its autonomy. Continuity between the assessment and
delivery is not a stylistic preference. It is the only path to controllable TCO in AI projects with
autonomous elements.

NO-GO is a legitimate outcome. The diagnostic does not promise that the data will be ready or
that the use case is economically justified. It promises an honest assessment, not a guaranteed
outcome on the build that follows. A positive diagnosis is a starting point, not a finishing line.
Firms that went through an assessment with a NO-GO result and returned after addressing the
gaps reach an AI project success rate materially higher than those that ran no assessment at all.
One illustrative industry estimate puts that uplift at roughly 3.4 times (Pertama Partners,
aggregated industry data).

8.4 Beyond the diagnosis: why projects still fail after a
positive assessment
A positive AI Readiness Score is a starting point, not a finish line. The assessment removes the
most expensive errors at the gate; it does not, on its own, deliver the project. There are three
classes of cause we see derail projects after a GO decision.

Absent ownership on the client side. The project enters delivery without a single business
sponsor holding real decision and budget authority. Scope drifts, priorities are not enforced and
trade-offs default to the loudest stakeholder. A clear AI Readiness Score does not substitute for
a named owner who can say no.
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Change management and adoption. The system can be technically ready and technically
delivered, and still be rejected by its users if the deployment does not address process redesign,
training and organisational change. AI projects fail in user adoption far more often than in
the model.

The enthusiasm cliff. The initial board enthusiasm fades after the pilot. Sponsors shift
priorities, leadership attention moves to the next theme and the project loses momentum
before it reaches production. The diagnostic does not protect against that, because that decision
sits outside the diagnostic.

We name these risks because awareness of them is built into the way we structure an
engagement. The AI Opportunity and Readiness Assessment is not a one-off deliverable; it is the
first step in a continuity of ownership that runs from diagnosis through build to operation. The
same team that recommends the work takes responsibility for delivering it — including the
change management, the adoption work and the path to production. A diagnostic followed by
a handover to a different partner re-creates exactly the failure modes the diagnostic was meant
to prevent.
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9. Conclusion
6% of firms achieve measurable EBIT from AI. The difference between them and the rest does
not lie in access to technology. It lies in the order of decisions.

AI is not a model problem. It is a problem of integration, data and governance, barriers that can
be assessed, planned for and addressed before the build budget is approved.

Three conclusions follow:

The next step.

The entry point is the same in both cases: a diagnostic conversation, before anything is
built. The greatest value Future Processing offers is not the assessment in isolation. It is the
ability to carry a client from diagnosis through build to operation as one team, with one line
of accountability.

Organisations that verified data readiness and validated the business case before building
reach a markedly higher AI project success rate than those that skipped the step.

▪

A diagnostic decision of €15–25K, taken before the budget is approved, is the only AI decision
a CFO can defend before an audit on either a GO or a NO-GO outcome.

▪

The UK and DACH sit at exactly the point in the cycle where firms that decide to check before
they build join the winners, before the mid-market in these geographies is saturated.

▪

Track A: a board mandate, looking for where AI will create value, leads to AI
Opportunity Mapping.

▪

Track B: a pilot or candidate list, with data readiness unknown, leads to an AI
Readiness Assessment.

▪
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About the Authors
Future Processing is a tech strategy advisor and tech delivery partner with 25+ years
of experience. With our consulting mindset and domain expertise in insurance, finance,
media, energy & utilities, we are obsessed with transforming your business ambitions into
measurable results.

We proceed according to a unique, AI-enabled advisory & delivery framework grounded in
technological heritage and AI roots — continuously optimised to deliver faster. Across every
stage of delivery — discovery, planning, design, development, testing, and deployment — we
apply AI to remove repetitive work, shorten feedback loops, and surface issues earlier. At the
same time, we define success metrics upfront, run continuous verification, and maintain clear
rules for where AI acts and where people decide, matching autonomy to the level of risk and
project maturity.

We design our solutions on the basis of clients' technology foundations and data infrastructure
with high quality, governance and compliance standards to scale safely. We do not lower
standards to move faster: every project is run according to best practices in software
development, covering code reviews, testing, security, architecture rules, and compliance
controls. As AI usage grows, we add stronger review and verification layers rather than replacing
the foundations. Project health monitoring and regular check-in's to keep your team in full
control of decisions, performance, and risk throughout.

We can modernise even complex, legacy systems and operate in highly regulated industries —
including environments shaped by the EU AI Act, DORA, and NIS2. Our model is built precisely
for situations where delivery must balance speed with control: complex software estates,
distributed teams, and AI initiatives that need stronger governance and clearer ownership.
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Annex A. Sources and methodology
Methodological note. This register lists the 42 sources cited directly in the report. Tier 1
denotes a primary or peer-reviewed source: research institutes, supervisors, governments and
Tier 1 organisations such as McKinsey, Gartner, IBM IBV, BCG, PwC, Deloitte, RAND and S&P
Global. Tier 2 denotes credible secondary or industry analysis with a transparent methodology.

CEO and C-suite research

[1] TIER 1 IBM Institute for Business Value. Six Hard Truths CEOs Must Face: 2025 CEO Study.
May 2025. n=2,000 CEOs across 33 countries (with Oxford Economics).
newsroom.ibm.com/2025-05-06-ibm-study-ceos-double-down-on-ai

[2] TIER 1 Boston Consulting Group (BCG). AI Radar 2026. January 2026. n=640 CEOs, 2,360
leaders in total. prnewswire.com/news-releases/as-ai-investments-surge-ceos-take-the-lead

[3] TIER 1 Boston Consulting Group (BCG). Split Decisions: CEOs and Boards Survey. May 2026.
n=625 (351 CEOs and 274 board members), revenue of $100 million and above.
finance.yahoo.com/sectors/technology/articles/sixty-one-percent-ceos-boards

[4] TIER 1 PwC. 2026 Global CEO Survey. 2026. n=4,454 CEOs across 95 countries.
pwc.com/gx/en/news-room/press-releases/2026/pwc-2026-global-ceo-survey

Market analytics: AI projects and value

[5] TIER 1 MIT Project NANDA. The GenAI Divide: State of AI in Business 2025. August 2025. 150
interviews, 350 surveys and 300 production deployments. fortune.com/2025/08/18/mit-report-
95-percent-generative-ai-pilots-failing

[6] TIER 1 McKinsey & Company / QuantumBlack. The state of AI: how organisations are rewiring
to capture value. March 2025. mckinsey.com/capabilities/quantumblack/our-insights/the-state-
of-ai

[7] TIER 1 McKinsey & Company. The state of AI in 2025: agents, innovation and transformation.
2025. mckinsey.com/capabilities/quantumblack/our-insights/the-state-of-ai

[8] TIER 1 RAND Corporation. Enterprise AI project failure rates. 2025. An 80.3% failure rate
across enterprise AI projects.
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[9] TIER 1 S&P Global Market Intelligence. Voice of the Enterprise: AI and Machine Learning Use
Cases. 2025. n=1,006 IT and business specialists; abandonment rate rose from 17% to 42% year
on year; average sunk cost on abandoned AI projects of $7.2 million. ciodive.com/news/AI-
project-fail-data-SPGlobal/742590

[10] TIER 1 Deloitte. State of Generative AI in the Enterprise 2025. 2025–2026. Reports typical
enterprise time-to-value for scaled AI of two to four years; the €4.2 million abandoned-project
figure attributed in earlier drafts is not supported by the underlying release and has been
withdrawn. deloitte.com/us/en/about/press-room/state-of-generative-ai-Q3

Data and infrastructure readiness

[11] TIER 1 Gartner. Lack of AI-Ready Data Puts AI Projects at Risk. February 2025. n=248 data-
management leaders (Q3 2024 survey). gartner.com/en/newsroom/press-releases/2025-02-26-
lack-of-ai-ready-data

[12] TIER 1 Gartner. Gartner Predicts 30% of Generative AI Projects Will Be Abandoned After
Proof of Concept by the End of 2025. July 2024. Analyst forecast. Earlier estimate; subsequent
Gartner guidance (used in the body of this report) raises the through-2026 abandonment
expectation to 60% where AI-ready data is lacking. gartner.com/en/newsroom/press-
releases/2024-07-29-gartner-predicts-30-percent

[13] TIER 1 IBM Institute for Business Value. Building AI-ready data foundations (2024 survey).
2024. 29% of technology leaders confirm their data meets the standard required for generative
AI. ibm.com/think/topics/ai-ready-data

[14] TIER 1 Salesforce. State of Data and Analytics 2026. 2026. n=7,652 (3,800 analytics and IT
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